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Abstract

We consider the problem of continuously evaluating spa-
tial aggregation in sensor networks over geo-aware sen-
sors, with a routing tree topology. Given a set of spatial
regions, such as a spatial database relation, spatial aggre-
gation involves the aggregation of dynamic sensor read-
ings over each of these regions simultaneously. Nested
spatial aggregation involves one more level of aggregation,
combining these aggregates into a single aggregate value.

We show that in most cases, spatial aggregate values
can be computed in-network, rather than waiting until
the partial aggregate records reach the root. We describe
a new way to decorate the routing tree, with region leader
information. This enables us to determine when an aggre-
gate record for any spatial region is ready to be evaluated
in-network, and thus to reduce the amount of commu-
nication involved in query evaluation, by pushing more
processing into the network.

Our experimental results show that our approach can
reduce in-network communication during the computa-
tion of spatial aggregation by up to 16%, without any
drop in accuracy. We also identify several important sce-
narios, such as nested spatial aggregation and filtering
predicates, when the savings from our approach are even
greater.

1 Introduction

Unlike traditional database applications [6], where spatial
considerations are often irrelevant (except as expressed by
traditional attributes such as address or zip code), it is ex-
pected that most diverse fields applications of sensor net-
works [6], such as security, civil engineering, environmen-
tal engineering, or meteorology, will involve queries that
combine streaming sensor data with spatial data [23, 28].
Furthermore, it is expected that in many sensor network
applications,which shows in [3, 2], the sensors will be
geo-aware, i.e. they will know their location in some lo-
cal or global coordinate system; there are several ways to
accomplish geo-awareness [8, 5, 22, 15].

In this paper, we focus on spatial querying for geo-
aware sensor databases. As is standard for the sensor
database setting, we assume a central processor which

provides an entry point for querying the sensor network.
The central processor also serves as a host for a spatial
database; queries may involve both the data collected at
sensors as well as data from this database. As is also
standard, we assume that a routing tree is maintained
over the sensors, whose root communicates directly with
the central processor. These assumptions are exemplified
by TAG [19, 16, 20] and Cougar [29, 30].

To avoid information overload, as well as to decrease
the amount of costly communication during query evalu-
ation, it is natural to aggregate sensor data. Rather than
knowing the reading of every sensor in the field, we may
only want to know the highest value, or the average. The
issue of aggregation has therefore emerged as an impor-
tant one for sensor network querying [19, 16, 20, 29, 30].

We identify spatial aggregation as a new and particu-
larly important class of queries for geoaware spatial sensor
database applications. Given a set of spatial regions, spa-
tial aggregation involves simultaneous aggregation of dy-
namic sensor readings over each of these regions. Nested
spatial aggregation involves one more level of aggregation,
combining these aggregates into a single value.

Spatial aggregation involves the computation of some
arbitrary aggregate function [18] for each spatial region
in some set of regions co-located with the sensor network,
such as the following continuous queries

- Find average temperature for each region.
- Find mazimum humidity for each region.

Note that the sets of regions for these two queries need
note be the same. Multiple spatial relations may coexist
in the database (for example, police and fire districts),
and our scenario allows them to be used simultaneously
for spatial aggregation, in either the same or different
queries.

A significant challenge for sensor network databases is
to perform continuous queries in the context of power
constraints on the sensors. For aggregation queries, most
systems use in-network evaluation strategies to reduce the
traffic and decrease power usage. In-network aggregation
strategies offer great communication savings by reducing
the number of records that need to be propagated up to
the central processor. Due to the power-intensive nature
of communication of sensor networks, this results in a
significant reduction of power usage.



In this paper, we present new strategies for improving
the efficiency of in-network evaluation of spatial aggrega-
tion queries. For this, we propose to maintain additional
region leader information at the sensor nodes, enabling us
to determine, during the bottom-up evaluation of aggre-
gation records, when an aggregate record for any spatial
region has finished merging and is ready to be evaluated.

For each region R, a single sensor node is designated
as its leader mode. If X is the leader node for R, this
means that the aggregation record for R is known to be
complete once it is processed at X; i.e., it will not need to
be merged further. By contrast, in the absence of leader
information, we cannot be sure that any aggregate record
is complete until it is processed at the root of the routing
tree. In effect, the root acts as the leader node for all the
regions.

The ability to process queries in-network is an impor-
tant way of achieving savings in power consumption for
sensor network querying. Region leader information al-
lows us to push more processing into the network for many
query scenarios, and achieve significant savings as a re-
sult. Experimental results show that region leader infor-
mation can reduce in-network communication by up to
16%, without any drop in accuracy.

Outline. First, we define spatial aggregation and nested
spatial aggregation, and show how to perform them in-
network using existing techniques (section 2). We then
define region leader information formally (Section 3). We
discuss three of the scenarios where region leader infor-
mation can benefit in-network query processing (nested
aggregation, filtering predicates, and data pruning), by
allowing us to push more computation into the sensor
networks (Section 4). We then discuss how to compute
region leader information for a given routing tree, present-
ing two approaches: ezact region leader and approzrimate
region leader (Section 5). We discuss the dynamic region
leader information maintenance in Section 6. Experimen-
tal results are presented in Section 7. We discuss related
work in Section 8 and conclude in Section 9.

2 Spatial Aggregation

In this section, we introduce spatial aggregation, an im-
portant class of aggregation queries for geosensor net-
works, as well as its variant nested spatial aggregation.

2.1 The spatial aggregation query

In the case of spatial querying over geoaware sensor net-
works, we often want to compute separate aggregate val-
ues for each of a set of regions, rather than over the entire
network. These regions may represent cities, police dis-
tricts, sections of an airport, etc. We refer to this oper-
ation as spatial aggregation. We assume that the regions

are stored in a spatial database relation [23, 28] which in-
cludes a description of the geometry for each region and
uses a region ID as the key.

Definition 2.1 Given some aggregate function f and the
relations

regions (RegionID, RegionGeometry)
sensors (SensorID, SensorLocn, Value)

where Value is the dynamic attribute representing the sen-
sor reading of some value of interest (e.g. temperature or
humidity), spatial aggregation of f over regions computes
the relation agg(RegionID, Aggregate Value), where:

e RegionID is the key of both regions and agg, and the
set of RegionID’s is the same for both relations:

T RegionID 388 = T RegionID Te8ionNs

e a tuple (R, v) belongs to agg if and only if: given the
set Sg of tuples in sensors which represents sensors
lying inside the region R, v is the aggregate of Value’s
in Sgr, with f as the aggregate function.

For formal semantics of applying aggregate functions,
see [18].

We assume that every sensor is located within some
region, and that for each region, at least one sensor is
located within it. Note that the latter assumption may be
relaxed, and then the first item above would be changed
as follows:

TRegionID 299 € TRegionID fegion

However, we do not assume that the regions are non-
intersecting. A sensor may be located in more than one
region simultaneously, though this is normally not the
case.

Example 2.1 Let regions consist of two regions:
(R1, RGeoml1), (R2, RGeom2)
and sensors consist of four sensors:

(s1, locnl, 80), (s2, locn2, 70),
(s3, locn3, 55), (s4, locnd, 70)

where locnl and locn2 lie inside region R1, and locn2,
locn3, and locnj lie inside region R2. Let AVG be the
aggregate function of interest; then the output relation is
as follows:

(R1, 75), (R2, 65)

Note that the sets of regions for various spatial aggre-
gation queries need not be the same. Multiple spatial re-
lations may coexist in our spatial database over the same
geographic domain, such as police and fire districts. Our
scenario allows continuous queries over them them to be
processed simultaneously, as in the following example:



Example 2.2 One spatial relation describes patches of
a forest according to their ecology; another describes ar-
eas of the same forest assigned to different rangers. The
following continuous queries may be running simultane-
ously:

- Find the forest patch with minimum tempera-
ture.
- What is the average humidity for ranger areas?

2.2 In-network spatial aggregation

A standard framework for computing aggregation in sen-
sor networks assumes that communication within the net-
work is routed along a tree, with the central processor
connected to the root of the tree. In this framework,
aggregation is performed in-network at the sensor nodes
as the data is transmitted up the routing tree; only the
output of the aggregate operation reaches the central pro-
Cessor.

In-network aggregation is characterized by the follow-
ing three functions [19]:

e initializer i: sensor — state record
i produces a state record for a single sensor value; it
is applied at the leaves of the routing tree.

o merger f: { state records } — state record
f computes a new state record at each internal node
Y of the routing tree, by combining the state records
of all its children; the result is transmitted to Y’s
parent.

e cvaluator e: state record — aggregate value
e takes the state record obtained at the root and
computes the value of the aggregate.

Example 2.3 Suppose we are computing the average
temperature for all sensors. At each sensor X, i(X) =
(1,t), where t is the sensor’s temperature. At each inter-
nal node Y of the routing tree, if {(n1,t1),..., (g, tx)}
are the state records of X'’s children, f(X) = (no,to),
where ng is the sum of {n1,...,nk} and to is the sum
of {t1,...,tx}. At the root Z, if {(n,t)} is the com-
pleted record obtained by having merged all state records,
e(Z) = t/n, which is the value of the average temperature
for all sensors.

The naive approach to evaluating spatial aggregation
would simultaneously apply this in-network aggregation
approach to all the regions, as described next.

In-network spatial aggregation.

1. State records for spatial aggregation need an addi-
tional attribute, region ID; we refer to a state record
with this attribute as region aggregate record (RAR).

2. At each sensor node X, the initializer creates a sepa-
rate RAR for each region to which the sensor belongs,
assigning the ID of that region to the record.

3. At each internal node Y, the merger only merges
RARs that share the same region ID; in effect, we
execute many mergers in parallel, one for each region
ID appearing among the input records for Y.

4. As aresult of all merges, a complete aggregate record
for each region arrives at the root of the routing tree.

5. The evaluator computes a separate aggregate value
for each complete RAR; the output is a list of tuples
with region IDs and aggregate values, as expected.

The technique that we introduce in this paper will allow
us to perform the evaluation sooner, rather than waiting
till the complete RAR reaches the root.

2.3 Nested spatial aggregation

We now consider the case when a query consists of two
levels of aggregation, with spatial aggregation at the lower
level; we call such a query nested spatial aggregation. Ex-
amples are:

- Which region has the most sensors?

- Which region has the highest average temper-
ature?

- Which region has the lowest maximum ozone
value?

In each example, spatial aggregation is performed first,
to find an the aggregate value (COUNT, AVG, and MAX
respectively). The second aggregation determines an ag-
gregate over the results. For example, the first query is
evaluated as follows:

1. apply COUNT to the sensor readings in network,
grouped by region;
2. apply MAX to the result.

Nested spatial aggregation is an important type of
query for geosensor networks, consisting of two levels of
aggregation as described above. While the first level of
aggregation can be performed in-network, the second level
must currently be done at the root. This is because we
must wait until a RAR has been evaluated at the end of
the first level of aggregation, i.e. at the root, before it
can be used as input for the second level of aggregation.

The technique presented in our paper allows us to push
the evaluation of the second-level aggregation down into
the network.

2.4 Complete RARs

Note that each RAR obtained during spatial aggregation
only contains information for a small subset of the sen-
sors, i.e. those sensors that are located in the correspond-
ing region. If some subtree T of the routing tree contains
no sensors within some region R, T"’s root will not receive
any RARs for R. As a results, unlike the general case of



in-network aggregation state records for in-network spa-
tial aggregation are often ready to be evaluated long be-
fore they reach the root of the routing tree; by this, we
mean that that no other RARs remain to be merged with
them. For example, if only one of the root’s children has
any descendants that are lie in some region R, then the
RAR for R is ready to be evaluated at that child, if not
before.

We refer to RARs that are ready to be evaluated as
complete. Note that whether a record is complete does
not depend either on the aggregate function or on the
sensor readings. It only depends on the topology of the
sensor network, i.e. which nodes lie within which region.
In the rest of the paper, we capitalize on this observation.

3 Region Leader Information

We now show how region leader information allows us
to push the computation of nested spatial aggregation,
as well as of other operations discussed later, into the
network.

3.1 Region leader lists

To make the processing of spatial aggregation queries
more efficient, we introduce a new technique of tagging
the routing tree with region leader information.

Definition 3.1 (X leads R) We say that a sensor node
X is the region leader for a region R if all sensors that
lie within R are descendants of X in the routing tree.

By definition, for any region R, the set of all sensor nodes
that are its leaders consists of the common ancestors of
all sensors that lie in R. Figure 1 illustrates the three
cases when a node S leads a region: (a) it is outside a
region, (b) it is inside, but not a leaf node, (c) it is inside
and a leaf node. Clearly, the root of the routing tree leads
all regions, since it is the ancestor of all sensor nodes.

Figure 1: 3 cases when node S leads a region R

It is easy to show that if S is region leader of R, then the
aggregation record for R is complete once it is processed
at S:

Proposition 3.1 Letq be an RAR whose region ID is R,
and let X be the region leader of R. Then, q is complete
at X, i.e, will not be modified (by merging) by any of the
ancestors of X .

To be useful for improving in-network query processing,
region leader information needs to be stored at the sensor
nodes.

Definition 3.2 (Region leader information) Given
a set of regions R = {Ry,..., Rk}, and a routing tree T,
we say that T is tagged with region leader information if:

e cach node X in T is associated with a (possibly
empty) subset of those regions from R for which it
is a leader; this is known as the region leader list of
X;

e the non-empty region leader lists in T form a parti-
tion of R.

We say that X is the designated region leader of R if R
appears in the region leader list of X.

Note that, while a region R may have multiple leaders,
it can have only one designated leader, i.e. the sensor
node in whose region leader list R appears. In the best
case, the designated leader X will be the least common
ancestor of all sensors lying in R; in the worst case, it
will be the root node. We will often omit “designated”,
calling X “the region leader”, or simply “leader” of R
when there is no ambiguity.

Figure 2 illustrates a tree with region leader informa-
tion, as produced by our simulation. The sensor nodes
are labeled with the region id of the region they belong
to. The bold labels are region leader lists. While the root
is the region leader node for some of the regions, others
have region leader nodes deeper in the routing tree.

Figure 2: A routing tree with region leader information

3.2 Why region leaders?

Region leader information allows us to know when an
RAR is complete without waiting for it to reach the root.



It follows from proposition 3.1 that an RAR is complete
at sensor node X if its region ID appears in X’s region
leader list.

Corollary 3.1 Let q be an RAR whose region ID is R,
and let X be the designated region leader of R. Then, q
is complete at X.

Each RAR needs to contain an complete flag; it is marked
complete once it has been merged at the sensor node that
is its designated region leader, before being transmitted
further up the tree.

Once an RAR has been marked complete, it can be
evaluated right away (see step 3 of the in-network aggre-
gation strategy in Section 2.2), increasing the amount of
processing that can be done in-network. When the eval-
uation function decreases the size of the record, for ex-
ample in the case of the AVG aggregation function, this
immediately results in communication savings.

Additional efficiency can be realized by recognizing
that a complete RAR, evaluated or not, never needs to be
merged again on its way to the central processor. Thus,
if a node receives an RAR which is marked complete, this
record can be moved directly from the input buffer to the
output buffer, with no need to pass it to the merge opera-
tion or store it in the CPU. This results in further energy
savings.

The energy savings described above are relatively mi-
nor. We have identified several other scenarios where re-
gion leader information allows us to improve query pro-
cessing more significantly, by pushing more computing
into the network; they are discussed in Section 4. Algo-
rithms for finding region leader information are discussed
in Section 5.

4 Applications of Region Leader
Information

In this section, we assume that the routing tree is dec-
orated with region leader information as defined in Sec-
tion 3, and that each RAR is marked complete at its des-
ignated region leader. We discuss three scenarios where
this allows us to improve query processing, by pushing
more computing into the network: nested aggregation, fil-
tering predicates and data pruning.

4.1 (Re)evaluating nested aggregation

Region Leader information allows us to improve the eval-
uation of nested spatial aggregation (section 2.3). The
evaluation strategy for nested spatial aggregation is mod-
ified in the following way:

1. Assoon as an RAR from the first level of aggregation
is marked complete, it is evaluated.

2. Immediately, this evaluated record is input to the
initializer for the second level of aggregation, and a
“2nd level” state record is created.

3. Whenever two or more “2nd level” records arrive at
a sensor node, they are merged into a single “2nd
level” aggregate record.

As a result of this modification to nested spatial aggrega-
tion, the number of records to be transmitted to the base
station is reduced. By contrast, when region leader infor-
mation is not available, all RARs have to be transmitted
to the root for evaluation.

4.2 Filtering predicates

Often, predicates are applied to sensor readings and their
aggregates as part of query evaluation. In SQL queries,
these predicates are specified in the where and having
clause of the query [19], for example:

SELECT avg(volume) FROM Sensors
GROUP BY region
HAVING avg(volume) > threshold

These predicates act as filters on records; records that
do not satisfy the having constraint do not have to be
transmitted to the central processor.

When a filtering predicate applies to an aggregate
value, as in the example above, all records from the group
have to be merged together before the predicate can be
evaluated. (This requirement can be relaxed for special
predicates over monotonic aggregates such as described
in [19].) Up to now, this could only be ensured if the
RAR of a group has reached the root node.

Now, we can apply the predicate as soon as an RAR
has been evaluated, which may be long before it has
reached the root. This reduces the amount of commu-
nication needed for query execution. If the predicate is
highly selective, the significant communication savings to
the sensor network can be very significant.

4.3 Data Pruning

In some sensor network databases, the data readings at
the sensors do not fluctuate much from epoch to epoch
(such as temperature). Aggregate values may fluctuate
even less than the individual readings at sensors, as in the
case of AVG. When a data record’s values is the same,
or close, to one for the previous time slot (epoch), we
may want to avoid transmitting such records; we call this
technique data pruning.

Some strategies for data pruning examples are
TiNA [25], delta gathering [12], and duplicate suppres-
ston [17]. For example, in TiNA, the new value will be
reported if and only if

|Vnew - Voldl

> tct
Voud



where tct is called temporal coherency tolerance and is
defined in the SQL query. For example, a query could be
expressed like this:

SELECT attributes, aggregates
FROM Sensors

GROUP BY attributes
EPOCH DURATION i
VALUES WITHIN tct

The idea for delta gathering is similar.

When the aggregate values are not evaluated until they
reach the root of the network, as is currently the case,
none of the data pruning strategies can be applied. How-
ever, in the case of spatial aggregation, region leader infor-
mation allows us to evaluate RARs earlier, obtaining final
aggregate values in-network. Data pruning strategies can
then be applied to these values, reducing communication.

5 Computing Region Leaders

In this section, we discuss how to compute region leader
information for a given routing tree, presenting two ap-
proaches: exact and approzimate. While the exact ap-
proach is more effective (i.e. it allows more in-network
processing), the approximate approach is easier to com-
pute and maintain. We discuss dynamic maintenance of
region leader information (e.g. when a sensor node joins
or leaves the network) in Section 6.

5.1 Exact Region Leadering

Clearly, for any region R, the further its region leader
node Xg is located from the root, the larger the potential
savings from identifying its RAR as complete when it
reaches Xg. In the best case, X is the least common
ancestor (LCA) [4] of the sensors that lie in R; this is
the deepest node that satisfies definition 3.1. We call this
case exact region leadering:

Exact region leader information: For all re-
gions R, its designated leader is the LCA of all
the nodes that lie in R.

Figure 3 shows an example of a routing tree labeled with
exact region leader information.

We now present an in-network algorithm for computing
exact region leader information. This is a new algorithm
that finds, for each region, its LCA. Distributed LCA
algorithms can be found in the literature [9, 14, 11], but
they are not appropriate in our routing tree context; for
example, they are not local.

Computing Exact Region Leaders. The algorithm
first traverses the sensor network bottom up; we assume
all sensor nodes know their own region(s) at the start.
The traversal proceeds as follows:

1. each node X with ID X.id, located in region X.r,
sends its parent a message (X.id, X.r)

Figure 3: A Routing Tree with Exact Region Leader In-
formation

2. if X is an internal node, it checks messages of the
form (Y.id,Y.r) coming from its children:

(a) if Y.r = X.r, the message is suppressed;

(b) otherwise, if Y.r appears in only one message,
it is passed up;

(c) otherwise (two or more messages have the same
region ID Y.r, where Yor # X.r), X sup-
presses all such messages, sending on a message
(X.id,Y.r) instead.

At the end of this bottom-up pass, the root will receive
one message for every region ID, indicating which sensor
node is its LCA. This information is disseminated back
into the network to notify the nodes of their region leader
lists.

Example 5.1 Consider computing the region leader in-
formation in Figure 8. At the beginning of the bottom-
up process, each node sends its parent the pair (nodelD,
RegID); for example, node G will send (G,2) to its parent
F. Since F is in the same region as G, F will only send
(F.,2) to its parent C, rather than both records. In turn,
C will send to A two records, {C,4) and (F,2). Similarly,
B will receive (D,1) and (E,1) from its children D and E,
and B will send (B,1) and (B,3) to its parent (and root)
A.

After B processes all the messages, a top-down broad-
cast notifies all the nodes of their region leader informa-
tion. The resulting assignments are as follows: (B,1),

(F,2), (B,3), (C:4), (A)5)-

This algorithm will take O(h) time, where h is the
height of the routing tree. It is easy to see that this is
optimal.

5.2 Approximate region leaders

Note that this bottom-up traversal requires synchroniza-
tion; nodes must wait for all messages from their children,
so they can know how many of them have the same region
ID. It also involves two passes (bottom-up and top-down),



and, as we discuss in Section 6, has high maintenance
costs.

Next, we discuss a “cheaper”, approximate algorithm
for computing region leader lists. The region leader nodes
it finds may be closer to the root than LCAs, but they
still allow us to apply the techniques in Section 4 to
achieve savings in communication. Our approximate re-
gion leader algorithm assumes that we are keeping, at
every sensor node, the bounding box (or the convex hull)
for itself and its children; these boxes, for nodes B and C,
are illustrated in Figure 4.

Reg5

Figure 4: A Routing Tree with Approximate Region
Leader Information

Georouting trees [12] are routing trees augmented with
such bounding box or convex hull information. Georout-
ing trees allow significant savings in communication dur-
ing geocasting, when localized spatial data (or query) is
broadcast into the network. This is accomplished by us-
ing the bounding box information to route the data to
those sensors that lie in the region of interest. We will
assume that a georouting tree is being maintained in our
network for that purpose, and is not created simply for
the benefit of spatial aggregation.

Definition 5.1 Approximate region leader node of
region R: the first node from bottom up, whose bound-
ing box (or convex hull) encloses all bounding boxes that
intersect R.

Figure 4 shows the same sensor network as before, with
approximate leader information.

While the approximate region leader for R is by defini-
tion a common ancestor of all sensor nodes in R, it is not
necessarily the LCA. This is because the intersection of
R and some bounding box may contain no sensor nodes,
even though it is not empty.

Example 5.2 In Figure 4, the intersection of C’s bound-
ing bozx and B’s region is not empty, but there are no sen-
sors in it. As a result, A is now the designated leader of
regions 1 and 3, instead of B.

Approximate region leader lists are computed via re-
gion broadcasting, when the IDs and the spatial extents

for the set of regions {Ri,...,Ry} are broadcast from
the central processor through the sensor network. The
computation is the same for all regions, in parallel; we
describe it for a representative region R.

Approximate Region Leadering.

1. Before broadcasting R, we associate with it a region
leader flag R.b, initially set to FALSE.

2. As R is propagated down the tree with a FALSE R.b,
it will eventually reach some node X such that either
(a) X is outside R, but it has more than one child
whose bounding box (or convex hull) intersects R, or
(b) X is inside R. Figure 1 illustrates these cases.

3. In this point, R.b is set to TRUE and R is added to
X’s region leader list (alternatively, R's record can
be suppressed if not needed for anything else).

Example 5.3 Consider computing the approximate
leader for region 1 in Figure 4. We start with root A.
Since both of the bounding boxes of A’s children B and C
intersection with region 1, we designate A as the leader
of region 1. Now, consider computing the approzimate
leader for region 2. Again, we start with A. Since only
one of its children (C) has a bounding box intersecting
with region 2, we send this region’s ID and bounding box
to C. C is not in region 1, so it forwards this information
to F, its only child. F is in region 2, so it becomes the
designated leader for this region.

Space limitations prevent us from presenting correct-
ness analyses for the algorithms presented in this section;
this will be done in the full version of the paper.

5.3 How to select parents?

In order to maximize the communication savings afforded
by region leader information, we are interested in keeping
the region leaders as far down in the tree as possible. As
discussed above, this is not guaranteed for approximate
region leadering. However, the chance of choosing the
best possible leader for any region R can be increased, by
modifying the way the nodes choose their parents during
the construction of a routing tree. Specifically. by having
a preference for parents that lie in the same region a node
increases the chances that the region leader of its region
is located further down the tree.

This is illustrated in Figure 5, where we consider the
leader for region 2, containing nodes G and F. If F chooses
its neighbor E as its parent, node A becomes the leader
for region 2. If instead G opts for F, which is in the same
region, then node F is the leader for region 2, and the
depth of the region leader is pushed down by two levels.
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Figure 5: Effect of parent choice on region leader list

6 Dynamic Maintenance

Sensor networks are dynamic, in the sense that new sen-
sors may always join the network (when added by hu-
mans) and old sensor may leave the network (e.g. when
out of power). As a result, network maintenance is an
important issue, affecting both algorithm design and cost
calculations. In this section, we give a dynamic main-
tenance algorithm for region leadering, and discuss its
performance.

6.1 Dynamic Maintenance Algorithm

If the topology of the network changes, e.g. due to sensor
failure, the routing tree may be altered, and the informa-
tion about region leader lists may have to be updated.
The following cases necessitate an update of the region
leader of a region R:

1. The region leader of R fails. If this happens, the ag-
gregation result for R will never be marked as com-
pleted. To efficiently perform spatial aggregation, a
new region leader needs to be computed and labelled.

2. A non-region leader in R fails. In this case, we have
the chance to compute a new region leader for R with
a possibly deeper level.

3. A node lying in R joins a parent that is neither a
descendant of the region leader, nor the region leader
of R. This means that the aggregate for R is marked
“too early”, and the value of the new node will not
be merged with the values of the other nodes in R. A
new region leader should be computed and labelled.

While the cases 1 and 2 affect the efficiency of the spa-
tial aggregation procedure, case 3 also affects correctness.
For case 2, we can choose to omit to update the region
leader if it can be expected that the failing node will be
replaced at a similar position. For case 1, it is a good
idea to issue a re-computation of the region leader. For
case J; it is necessary.

If approximate region leaders are used, re-computation
means that the corresponding region needs to be rebroad-
cast into the network using georouting. While doing so,
incorrect region leaders need to be notified to remove the
corresponding region from their region leader list.

Starting from the root node, a new region leader request
message is sent out for R. A node X that receives a region
leader request (including the root node) acts as follows:

1. If R is in the current region leader list of X, it is
removed. This is to overwrite any old information
about R.

2. If the region leader flag for R is set to false in the
message, X checks if any of the region leader criteria
apply. If so, X adds R to its region leader list and
overwrites the region leader flag for R with true.

3. X forwards the request to children whose bounding
region intersect R

Finally, the question arises of how the network finds
that it must update region leader lists. In general, a re-
gion leader for a region R is incorrectly set if an aggregate
value for that region is still not marked complete at the
root node. Therefore, wrong region leaders can be de-
tected during query evaluation. For case 1, the aggregate
for region R will reach the root unmarked. If the root
receives an unmarked aggregate, and the root itself is not
the region leader of R, then it assumes the region leader
of R failed. Similarly in case 3, the root will receive an
unmarked aggregate from the new node.

6.2 Analytical Evaluation

The construction and maintenance of a region leader must
be justified by the expected savings from that node dur-
ing the continuous process of data gathering. If a region
is completed at the root node, then there will be no sav-
ings from pruning the records at that node. Obviously,
a region leader needs to have a depth > 0 in the tree to
provide any savings at all.

We would like to get an estimate on when it is efficient
in terms of message savings to maintain a region leader
for a region R So, we have to check if the continuous
savings from one region leader outweigh the continuous
maintenance cost of it. We do not count the initial set up
of the region leader lists, as this is done only once and is
amortized over the lifetime of the network. The following
parameters are used in our analysis



L(R)

DPreduce

Level of the region leader of R
Probability that the aggregate for
R can be reduced, i.e. pruned or
merged per epoch

Probability that the region leader
of R needs to be recomputed in
any single epoch

The cost of transmitting a com-
pleted aggregation result over one
hop

The cost of finding a new region
leader for R

As the query is continuously re-evaluated, a completed
aggregate for R must be forwarded L(R) times, which is
the depth of its region leader. The cost parameters Crar
and Chrieqder represent energy cost for transmission. They
can be given as number of messages, or as number of data
bytes that must be transmitted. For example, if final
aggregation results are given by integer numbers, then
CRraRr is the cost of transmitting 4 bytes over radio.

The parameter p,equce is application specific. For data
pruning, it represents the selectivity of the filter that is
applied: there is a preguce chance that the RAR does not
have to be transmitted. For nested aggregation, preduce
indicates the percentage of hops (relative to L(R)) that
the record must be forwarded until it is merged with an-
other group’s result; this parameter is determined by the
network and region characteristics. Note that there may
be a reduction given from region leader lists even if p,cquce
is 0, because the cost to transmit a RAR, if not pruned,
is already reduced by evaluating it to its final value. We
did not include these savings to the cost model.

The cost of finding a region leader node for a region
is the cost of routing R along the georouting tree. This
COSt OCCUTS Ppyqint times per epoch. We assume that the
changes to sensor network topology, while large relative
to the expected lifetime of the network, is small relative to
the length of each query evaluation cycle (epoch). That
iS, Pmaint is much less than 1.

It can be shown that Spatial Aggregation is efficient if

Z L(R)*preduce*CRAR_Z(pmaint (R)*Crleader(R)) >0
R R

Pmaint (R)

Crar

Crleu,der (R)

The continuous savings from region leaders, given by
their depth and pregyce, should outweigh the continuous
cost to maintain the region leaders. The latter is strongly
dependent on the network dynamics, i.e. the possibility
that topology changes due to nodes that fail, join or rese-
lect parents will affect region leader lists kept in the tree.
This is addressed in the next section.

7 Experimental Results

In this section we presents experiments that measure the
savings and the costs that are associated with keeping re-
gion leaders in the tree. Our focus is on the savings in

terms of aggregation data that are sent at the network-
ing level. Due to space considerations, a full empirical
evaluation was left for the journal version of his paper.

7.1 Experimental setting

To evaluate spatial aggregation we vary both network set-
ting and application parameters such as the region char-
acteristics and the sensor values.

Network parameters

We varied our network size from 100 up to 1600 nodes,
arranged in a grid with a cell side length of 5. Each cell
contains a node at a random position. The communi-
cation range was set to 10. We choose the node that is
closest to the top left corner of the network to be the root
node.

Region parameters

We partitioned the network area into a set of non overlap-
ping regions, where each node is located in one region in
the map. The regions are rectangular and can be uniform
(meaning, each region has the same width and height)
or non-uniform, where regions have different widths and
heights. Experiments with non uniform maps are aver-
aged over 10 instances of maps.

Sensor values

To simulate sensor readings, we used real data from envi-
ronmental monitoring, obtained from [1]. Three datasets,
temperature, ozone and wind speed, all with different data
variations and value ranges, were used. Two of these data
sets are shown in Figure 6.

7.2 Completed aggregates

In this section we show the potential for communication
savings with our technique, by measuring the amount
of completed RARs that are forwarded in-network per
epoch. We take this amount of marked RAR as our “sav-
ings potential”, for spatial aggregation, predicate filter-
ing, and data pruning. This amount is given as a percent-
age, relative to the total number of aggregation records;
thus the parameter measured here is

completed RARs sent per epoch .

1
all RARs sent per epoch 00

We plotted this amount for different network settings,
varying the network size (number of sensors) while keep-
ing the average number of sensors per region constant.
The number of regions was chosen such that there are
exactly 25 sensors per region in a uniform region setting.
This means that the number of regions is growing as well.

In our experiments, we considered different algorithm
designs, with the following options:
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Figure 6: Real world time series used

1. Region leader: The options are whether to use ap-
proximate or exact region leaders.

2. Bounding region wused: The approximate region
leader algorithm may use convex hulls (CH) instead
of bounding boxes (BB), improving (in some cases)
the choice of approximate region leaders.

3. Parent selection: The options here are whether nodes
select ancestors that are close to them or ancestors
that are in the same region (Section 5.3). We will re-
fer to these parent selection policy as region clustered
versus distance clustered.

The results are shown in Figures 7 and 8. In Figure 7,
the regions were uniform, meaning a regular grid of re-
gions was imposed on the network, whereas in 7 we chose
non-uniform region setting. For small networks, the non-
uniform setting behaves slightly better than the uniform.
This is because non uniform regions include some very
small regions that have a higher chance of having their
region leader close to them, i.e., farther from the root. As
a result, the average depth of the region leaders is larger
than in the uniform case.

Regarding the different region leader list strategies,
we can make the following observations. Obviously, ex-
act region leadering performs better, producing finished
RARs earlier in the aggregation tree and increasing the
total amount of marked RARs that travel to the root.
Moreover, choosing parents in the same region obviously
increases the number of marked RARs, too. Having
nodes choose an ancestor in the same region increases the
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chances that their (exact or approximate) region leader is
deeper in the tree, thus, producing marked records earlier
in the tree.

Among the approximate region leader methods, not
surprisingly, the convex hull based approximation com-
pletes regions deeper than bounding box. The bound-
ing box based computation of region leader lists provides
fewer marked RARs. The difference may not be dramatic
for smaller networks (up to about 500 nodes), becoming
more pronounced as the tree grows. It should be pointed
out that the increase in marked RARs is always associ-
ated with design options that involve higher maintenance
costs (exact leadering and convex hull). This trade-off
implies that the preferred design choices will depend on
a given sensor network; the formula in Section 6.2 can
be used to make such decisions, once network parameters
are known.

Figure 9 plots the ratio of completed RARs for a fixed
network setting of 400 nodes against a growing number
of regions. We chose approximate region leaders using
bounding rectangles. If the area is partitioned into 4 re-
gions with 100 sensors per region, less than two percent
of the RARs forwarded in network are completed. With
100 regions and an average of 4 sensors per region, this
ratio grows to over 14%.

The main observation from this experiment is that as
the number of regions in the network grows, spatial ag-
gregation evaluation entails more and more RARs that
are completed early on, increasing efficiency gains from
our technique.
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Figure 9: Completed RARs vs. number of regions

8 Related work

Unlike traditional database applications [26, 13|, where
spatial considerations are often irrelevant (except as ex-
pressed by traditional attributes such as address or zip
code), we believe that most applications of sensor net-
works, in such diverse fields as security, civil engineering,
environmental engineering, or meteorology, will involve
queries that combine spatial data [23, 28] with streaming
sensor data.

The significant power constraints and the special hop-
by-hop communication in the sensor networks make the
aggregation different from the traditional database ap-
plications. A number of recent papers [19, 20, 26, 25,
27, 12, 21, 10, 31] have focused on studying aggrega-
tion in sensor networks. TAG [19, 20] provided a de-
tailed summary about aggregation classes. According
to this category, MAX and MIN is the simplest one,
which is duplicate-insensitive, but SUM, AVG, COUNT
are duplicate-sensitive, while MEDIAN is a holistic ag-
gregation.

A spanning tree is proposed to compute the aggrega-
tion in sensor networks. Two phases are needed, one
is to flood the query into the sensor networks and the
other phase is to collect the sensor data from the sensor
networks. More techniques such as delta gathering [12],
temporal coherency tolerance [25] are used to reduce the
transmission. Zhao et al. [31] proposed their novel tree
to compute some classes of aggregates and to monitor the
networks.

The Least Common Ancestor (LCA) [4, 14, 11, 7] of
a pair of nodes x and y in a tree is the deepest common
node from the root to the both nodes. The lca(z,y) node
can be easily get by traveling all the nodes in the tree,
which will take O(n) time. But if we are given a pre-
processing for the tree, the lca(z,y) could be attained in
constant time proposed by Harel and Tarjan [14]. A sim-
pler algorithm is given by Schieber and Vishkin in [24].

Distributed LCA algorithms can be found in the liter-
ature [9, 14, 11], but they are not appropriate for sensor
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networks, where the algorithm needs to be localized and
anonymous. We proposed a new algorithm which could
use the regions information to aggregate spatial queries
in sensor networks.

9 Conclusions

In this paper we have considered the problem of contin-
uously evaluating spatial aggregation in sensor networks
over geo-aware sensors. Given a set of spatial regions,
such as a spatial database relation, spatial aggregation
involves the aggregation of dynamic sensor readings over
each of these regions simultaneously. Nested spatial aggre-
gation involves one more level of aggregation, combining
these aggregates into a single aggregate value.

We present new strategies for improving the efficiency
of in-network evaluation of spatial aggregation queries.
For this, we propose to maintain additional region leader
information at the sensor nodes, enabling us to determine,
during the bottom-up evaluation of aggregation records,
when an aggregate record for any spatial region has fin-
ished merging and is ready to be evaluated. This reduces
the amount of communication involved in query evalua-
tion, by pushing more processing into the network.

Multiple spatial relations may coexist in the database
(for example, police and fire districts), and our scenario
allows them to be used simultaneously for spatial aggre-
gation, in either the same or different queries.

We discussed three of the scenarios where region leader
information can benefit in-network query processing:
nested aggregation, filtering predicates, and data pruning.
We also discussed how to compute region leader informa-
tion for a given routing tree, presenting two approaches:
eract and approximate. Finally we discussed the issue of
dynamic region leader information maintenance.

Our experimental results showed that our approach can
reduce in-network communication during the computa-
tion of spatial aggregation by up to 16
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