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Chapter 1

Introduction

One of fundamental problems in distributed computing is how to perform a number of
independent tasks by a system in which processors are prone to failures. We consider
this problem when synchronous processors communicate by exchanging messages and
may fail by crashing. Tasks that we consider are similar, independent and idempotent.
This problem is called Do-All.

Protocols performing independent tasks in networks prone to failures have
been applied in practice, among specific implementations we mention Piranha [35, 11],
Condor [45], Amber [24] and the V-system [56]. Typical tasks in such systems are:

e checking large space of solutions, like a validity of assignment to a given Boolean
formula;

e generating independent random trials, used for example in verification of poly-
nomial identities or in primality testing;

e independent calculations, like sieving operations during integer factorization.

In our work we assume that processors operate synchronously, with a global
clock controlling their steps. We consider two kinds of distributed systems, the dif-
ference is in the way messages are exchanged:

e a general message-passing system: a processor can multicast a message to any
subset of processors in a time step;

e multiple-access channel: a processor can broadcast a message to all the proces-
sors in one step, but simultaneous broadcasts block the channel.

We develop algorithms which are robust in that they perform all the tasks
even if only one processor remains available, but are simultaneously optimized against
specific adversaries controlling occurrence of faults.
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A processor does not need to perform a task itself if it learns that someone
else has already done so. This may justify treating work and communication as
comparable resources when measuring the performance of algorithms. We measure
work as the total number of steps of computation. Communication is measured as
the number of point-to-point messages.

In the remaining part of this section we use terminology which is precisely
defined in Chapter 2. The number of tasks is denoted by ¢ and the number of
processors by p. If the adversarial model under consideration has an upper bound on
the number of faults then this number is denoted by f.

1.1 Previous work

The problem Do-All was introduced by Dwork, Halpern, and Waarts [21], and next
investigated in a number of papers [13, 16, 17, 20, 29]. Popular algorithmic paradigms
that were employed included balancing work and checkpointing the progress made.
Certain processors might be designated as coordinators to collect and disseminate in-
formation. The most popular model of failures studied was that of fail-stop ones. The
primary measures of efficiency of algorithms used in [21] were task-oriented work, in
which each performance of a task contributes a unit, and communication, measured
as the number of point-to-point messages. This paper also proposed effort as a mea-
sure of performance, which is work and communication combined; one algorithm
presented in [21] has effort O(t + p,/p). Early work has concentrated on the adver-
sary who could fail all the processors but one. Recent work has usually concerned
optimizing solutions against weaker adversaries, while preserving correctness in the
worst-case scenario of arbitrary failure patterns, which guarantee only at least one
available processor.

De Prisco, Mayer, and Yung [20] were the first to use the available processor
steps as a measure of work. This measure counts all the steps of computation of
non-faulty processors until all the tasks have been done. They present an algorithm
which has work O(t + (f + 1)p) and message complexity O((f + 1)p). Galil, Mayer
and Yung [29] improved the message complexity to O(fpf + min{f + 1,logp}p), for
any positive €, while maintaining the same work. This was achieved as a by-product
of their work on Byzantine agreement with stop-failures, for which they found a
message-optimal solution.

Chlebus, De Prisco and Shvartsman [13] developed algorithms based on ag-
gressive coordination, with the number of coordinators growing exponentially during
the periods of complete coordinator failures. Their algorithms rely on the prop-
erty of multicast to be atomic: if a processor fails during a multicast then either
none or all of the messages are delivered to the recipients. One of their algorithms
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achieves O((t+plogp/ loglogp) log f) available processor steps with the communica-
tion bounded by O(t+plogp/loglogp+ fp). Another algorithm is designed to handle
restarted processors. Note that straightforward ways to integrate restarts into a use-
ful computation may have a cost, in terms of the available processor steps, well bigger
than the speedup obtained in terms of the task-oriented work. It is the only algorithm
known that incorporates restarts efficiently, it uses O((t+plogp+ f)-min{logp,log f})
available processor steps and its message complexity is O(t + plogp + fp).

Solutions to the problem Write-All in the model with memory snapshots
are closely related to solutions for Do-All with complete information of processors
in each step (problem Write-All is defined and discussed in Section 1.3). There
is a natural adaptation of both lower bounds and algorithms solving the problem
Write-All in the model with memory snapshots to the problem Do-All. Kanellakis
and Shvartsman [37] considered Write-All in this model and proved a lower bound
Q(nlogn/loglogn) on the available processor steps. They also developed an algo-
rithm with a matching work performance. This algorithm requires communication
O(t + p*logt/loglogt) if adapted to solve Do-All. We summarize the performance
bounds of algorithms solving the problem Do-All prior to our research in Table 1.1.

| | papers [20, 29] | paper [13] | paper [37] |
work O+ (f+1)p) O(t + —155;1(1)5;;; log f) | Ot + —lg';i%;t)
messages | O(fp° + min{f + 1,logp}p) | Ot + % +fp) | Ot + —ﬁ;lﬁg)

Table 1.1: Performance of previous algorithms against f-bounded adversary.

Our algorithms are optimized against adversaries who have to leave operational
at least a constant fraction of processors. Table 1.2 gives performance bounds of
algorithms known in the literature if run against such restricted adversaries.

‘ H papers [20, 29] ‘ paper [13] ‘ paper [37] ‘

2
work O(t + p?) o(t + ﬁg—iﬁ,) ot + 15;;1)§;t)
messages | O(p'*¢) Ot +p?) O(t + ﬁglﬁii)

Table 1.2: Performance of previous algorithms against linearly bounded adversaries.

As we shall see, all our algorithms for the message-passing model achieve a
better performance against such adversaries. At this point we need a word of caution:
one should not compare algorithmic solutions for the problem Do-All based solely on
the performance bounds as given in these two tables. This is because algorithms are
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usually designed and optimized for specific distributed environments and adversarial
models.

The most popular adversarial model in previous research on the Do-All prob-
lem was that of UNBOUNDED adversary, it was used in [13, 20, 21, 29]. The only
exceptions were the paper [13], where an adversarial model allowing restarts was
considered.

1.2 Owur results

We develop algorithms that solve the Do-All problem against the adversary UN-
BOUNDED, but their performance is optimized against linearly-bounded adversaries.
This means that we prove algorithms to be correct in the former adversarial model
but their performance is analyzed in the latter.

Our work can be partitioned into the following three parts:

(1) WEAKLY-ADAPTIVE LINEARLY-BOUNDED adversary and the message-
passing model;

(2) STRONGLY-ADAPTIVE LINEARLY-BOUNDED adversary and the message-
passing model;

(3) f-BOUNDED adversaries and the broadcast-network model.

We discuss them briefly in what follows.

Message-passing and weakly-adaptive linearly-bounded adversaries

In this setting we assume atomic communication. We develop a randomized algorithm
and prove a lower bound.

The randomized algorithm has expected work and communication O(t + p -
(1+log"p —log*(p/t))). (Function log"™ is defined as the number of iterations of the
log function which is required to go with the value of the function down to 1.)

We prove a lower bound Q(t + p - logt/loglogt) on the expected work for al-
gorithms solving Do-All against STRONGLY-ADAPTIVE LINEARLY-BOUNDED adver-
sary. This result is related to a lower bound about Write-All with memory snapshots,
for the adversary who can fail all but one processors (see [37]). We show that the
lower bound on work Q(t + p - logt/loglogt) is matched by the work performed by a
simple deterministic algorithm. This algorithm is closely related to algorithm Wy,
developed in [37], which solves Write-All in the model with memory snapshots. The
communication complexity of our algorithm is O(¢ + p?logt/ loglogt).
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If t = p then the randomized algorithm has expected work O(p-log* p) against
WEAKLY-ADAPTIVE LINEARLY-BOUNDED, but any algorithm against the adversary
STRONGLY-ADAPTIVE LINEARLY-BOUNDED requires expected work
Q(plogp/loglogp). There are two conclusions from the performance of the algo-
rithm and the lower bound. The first one is that STRONGLY-ADAPTIVE LINEARLY-
BOUNDED adversary is more powerful than WEAKLY-ADAPTIVE LINEARLY-BOUNDED
one against randomized algorithms. Note that, for deterministic algorithms, there
is no difference in power between strongly and weakly adaptive adversaries. This
gives the second conclusion: randomized algorithms against WEAKLY-ADAPTIVE
LINEARLY-BOUNDED adversary can be more efficient than deterministic ones in terms
of expected work and communication. In other words: randomization helps against
WEAKLY-ADAPTIVE LINEARLY-BOUNDED adversary.

These results are described in Chapter 3 and appeared in a preliminary form
in [17].

Message-passing and strongly-adaptive linearly-bounded adversaries

In this setting we do not assume atomic communication. We develop three algorithms
for the Do-All problem in this model. We start with a deterministic constructive
algorithm, then trade either determinism or constructiveness for better work and
communication performance.

The first constructive deterministic algorithm is based on load-balancing and
solves the Do-All problem with work and communication O(t + p - v/ + p - log¥? p).
Then we develop a randomized algorithm which solves the Do-All problem with work
and communication O(t + p - log? p/ loglog p) with high probability. Finally we show
that there is a deterministic algorithm which solves the Do-All problem with work
and communication O(t + p - log? p). The algorithm uses a family of permutations of
tasks which determine the order in which processors perform tasks. The algorithm
is not constructive in the sense that the families of permutations with the required
good properties are proved to exist by the probabilistic method.

If t = p then the first algorithm has the work and communication O((plog p)®/?).
The second one has the expected work and communication (D(plog2 p/ loglogp),
which is O(p - polylog(p)) and hence substantially better. The third (determinis-
tic) algorithm has the work and communication O(p - log? p), and is the first known
deterministic algorithms achieving work performance close to linear one, modulo a
polylogarithmic factor, in a situation when an adversary may fail a linear fraction
of processors. Each of these three algorithms is an improvement over the algo-
rithms known before, since all of those algorithms have the worst case work and
communication Q(p?) in the considered model of LINEARLY-BOUNDED adversaries.
The performance of the third most efficient algorithm is close to the lower bound
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Q(plogp/loglogp) on work proved in Chapter 3. An interesting feature of our al-
gorithms is that they do not use such techniques as coordinators or checkpointing,
instead processors spread information locally over certain communication graph.

These results are described in Chapter 4 and have been announced in a pre-
liminary form in [16].

Broadcast networks and f-bounded adversaries

We consider the Do-All problem in the communication setting of a broadcast network.
More precisely, the communication is over a multiple-access channel, either with or
without collision detection.

First we show that the minimum amount (¢ + pv/t) of work has always to
be performed by any algorithm solving Do-All. This is an absolute lower bound
on work performance of any algorithm, which does not depend on the availability
of collision detection, randomization or the power of an adversary. We show that
in a channel with collision detection this bound can be attained by a deterministic
algorithm against any size-bounded adversary. The situation is more complex in a
weaker channel without collision detection. We develop a deterministic algorithm for
this channel which performs work O(t + py/t + p - min{f, t}) against adversary who
can fail at most f processors, even if the number of failures is the only restriction
on the power of the adversary. This is shown to be optimal by a matching lower
bound. Now it could happen that if we wanted to optimize our solutions against
weaker adversaries then part O(p - min{f,¢}) in the performance bound could be
decreased. This indeed is the case: we show that a randomized algorithm can have
expected minimum work ©(t + pv/t) against certain weakly adaptive adversaries.
The conclusion is that randomization helps if collision detection is not available and
the adversary is sufficiently restricted. The maximum number of faults when this
phenomenon happens is a constant fraction of the number of all the processors. Next
we show a lower bound which implies that if only ¢ = o(p?) then a weakly-adaptive f-
bounded adversary with f = p- (1 —o0(1/+/t)) can force any algorithm for the channel
without collision detection to perform asymptotically more than the minimum work
O(t+py/t). All our algorithms solving Do-All in multiple-access channel require only
O(logp) bits for one message and sometimes only O(1).

These results are in Chapter 5 and have been announced in a preliminary form
in [18].

The problem Do-All has been considered before only for the general message-
passing system, and all the solutions presented prior to our work were deterministic.
Because of that our randomized solutions and also algorithms for the multiple-access
channel cannot be directly compared to previous work.
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1.3 Related work

Distributed computing in general and distributed algorithms in particular are mature
areas of research in computer science. Comprehensive accounts of results regarding
fundamental algorithmic problems can be found in books of Attiya and Welch [7],
Lynch [46] and Tel [55]. Fich and Ruppert [25] present a survey of lower bounds for
problems in fault tolerant distributed computing.

Problem Write-All

The problem Do-All specialized to shared-memory models has been investigated be-
fore, especially the variant called Write-All in which the operation of reading/writing
from a memory cell/register is considered to be an individual task. In other words,
the goal is to use p failure- or delay- prone processors to update ¢ shared memory loca-
tions. A solution to this problem can be used iteratively to simulate computations of a
general-purpose shared-memory fully operational computer on one prone to processor
faults. The problem Write-All was introduced by Kanellakis and Shvartsman [37], for
a comprehensive overview see [38]. Algorithms for the Write-All problem have been
developed in a series of papers, including those by Anderson and Woll [5], Kedem,
Palem, Rabin and Raghunathan [39], Kedem, Palem and Spirakis [41], and Mar-
tel, Park and Subramonian [49]. To have concise performance bounds, let n denote
both the number of processors and the size of the array. The best known deter-
ministic algorithm performs work O(n log® n/loglogn) against fail-stop failures, and
O(n'*e), for arbitrary € > 0, if restarts may happen. Randomized solutions can at-
tain the expected work O(nlogn) against failures with restarts. A logarithmic lower
bound on time to solve Write-All deterministically was derived by Kedem, Palem,
Raghunathan and Spirakis [40], and on expected time of randomized executions by
Martel and Subramonian [50]. Kanellakis and Shvartsman [37] proved a lower bound
Q(nlogn/loglogn) on available processor steps in the model with memory snapshots,
and developed an algorithm with a matching performance, where number n denotes
both the number of processors and the size of the array. Buss, Kanellakis, Ragde and
Shvartsman [10] proved a lower bound §2(nlogn) on the available processor steps for
any deterministic executions controlled by an adversary that can cause both failures
and restarts, and developed an algorithm of a matching performance in the model
with memory snapshots. See also [14, 27| for results of a recent more practically
oriented research.

Multiple-access channel

The multiple-access channel is a special broadcast network ([8, 54]). It may be also
interpreted as a single-hop radio network, especially in the context of the relevance of
collision detection ([12]). Most of the previous research on the multiple-access chan-
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nel has been concerned with methods of handling packets which the stations keep
receiving and which need to be broadcast on the channel as soon as possible. The
packets may be generated dynamically in a possibly irregular way which results in a
bursty traffic. Techniques like time-division multiplexing are not efficient then, and
a better throughput can be achieved if the control is distributed among the stations.
This is done by conflict-resolution protocols, which arbitrate among the stations com-
peting for access to the channel; among the most popular protocols is Aloha and the
exponential backoff. If packets are generated dynamically then the basic problem
is to have stable protocols, which do not make the channel clogged eventually. Re-
cent work in that direction includes the papers by Goldberg, MacKenzie, Paterson
and Srinivasan [28], Hastad, Leighton and Rogoff [33], and Raghavan and Upfal [52];
see also the survey of Gallager [26] for an account of the early research and that of
Chlebus [12] for recent developments.

Static problems for a multiple-access channel concern a scenario when input
data are allocated at the stations prior to the start of an algorithm. The problem
of selection concerns the situation when some of the stations hold messages, the
goal is to broadcast just any single message successfully. Willard [58] developed
protocols solving the problem in the expected time O(loglogn) in the channel with
collision detection. Kushilevitz and Mansour [43] proved a lower bound Q(logn) for
the selection problem if collision detection is not available, which yields an exponential
gap between two models for this problem. A related problem of finding maximum
among the keys stored in a subset of stations was considered by Martel [48].

There is a related all-broadcast problem in a multiple-access channel, in which a
subset of £ among n stations have messages, all of them need to be sent to the channel
successively as soon as possible. Komlés and Greenberg [36] showed how to solve it
deterministically in time O(k + klog(n/k)), where both numbers n and £ are known.
A lower bound Q(k(logn)/(logk)) was proved by Greenberg and Winograd [32].

Gasieniec, Pelc and Peleg [30] compared various models of synchrony in multiple-
access channel in the context of the wakeup problem, in which the system is started
and the time when each station joins is controlled by an adversary, while the goal
is to perform a successful broadcast as soon as possible. If the stations have access
to a global clock then a wakeup can be realized in the expected time O(logn) by a
randomized algorithm. If the local clocks are not synchronized, there is a randomized
solution working in the expected time O(n). It was also shown in [30] that determin-
istic algorithms require time €2(n), and that there are deterministic schedules working
in time O(nlog” n).

Adversarial models

Linearly-bounded adversaries have been used in other contexts in a number of pa-
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pers, the following is a sample. Chlebus, Gambin and Indyk [15] considered CRCW
PRAM with faulty memory cells, the occurrence of faults controlled by the WEAKLY-
ADAPTIVE LINEARLY-BOUNDED adversary. Diks and Pelc [23] studied deterministic
broadcasting and fault diagnosis in a (complete) network with processor faults con-
trolled by a LINEARLY-BOUNDED adversary. Kontogiannis, Pantziou, Spirakis and
Yung [42] studied the fault prone BSP model of a parallel computer, with processor
faults controlled by a certain stochastic linearly-bounded adversary.

Sparse communication networks

We mention some related research concerning problems in networks of bounded degree
when up to O(n) processors may fail. Alon and Chung [2] showed that the expanders
introduced in [44] and [48] have the following property: if a fraction of arbitrary nodes
or edges are removed then there is a path of linear size, what allows to simulate arrays.
Upfal [57] showed how an almost everywhere agreement can be achieved with these
many faults, extending the result from [22]. To this end, he used the same family
of expanders and showed that a linear-sized component of a logarithmic diameter
remains if some fraction of arbitrary nodes is removed.

Other related problems

Certain specific version of the problem of performing independent tasks on an asyn-
chronous system was considered by Bridgland and Watro [9]. They showed that this
problem is not always solvable in the model considered. The authors provided tight
bounds on the number of failures which guarantee solvability.

There is another related problem called Collect, it was introduced by Saks,
Shavit and Woll [53]. It is about a number of processors, each containing a value in
a shared memory register: the goal the processors need to achieve is to learn all the
values. A processor increases its knowledge in a step by reading a register: then it can
add the read value to the contents of its own register. The number of read/write op-
erations is the measure of performance. There is an adversary who controls timing of
the processors in an asynchronous computation. Ajtai, Aspnes, Dwork and Waarts [1]
showed that the problem for n processors can be solved deterministically with work
O(n3/%logn), by an adaptation of the algorithm of Anderson and Woll [5]. Aspnes
and Hurwood [6] developed a randomized algorithm achieving work O(nlog®n) with
high probability. A lower bound Q(nlogn) for this problem was given in [53].

The Do-All problem is related to Byzantine Agreement and Gossiping prob-
lems, see [21] and [29]. Our algorithms solving the Do-All problem in the message-
passing model have the following property: each processor deciding to halt has per-
formed certain tasks itself or received messages confirming completion of the remain-
ing tasks. If we consider the ith task as learning the value held by the ith processor
then each processor can learn the values of all the operational processors if the system
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runs one of our algorithms solving the Do-All problem.

1.4 Contents of the dissertation

In Chapter 2 we describe in detail the models of a message-passing system and a
multiple-access channel. We also specify the Do-All problem precisely. The models
of faults which can happen in the system are categorized by the respective adversarial
models. Finally we define complexity measures.

In Chapter 3 we study solutions of the Do-All problem against linearly-bounded
adversaries in a message-passing model with atomic communication. We develop a
randomized algorithm and prove a lower bound.

In Chapter 4 we study solutions of the Do-All problem against the STRONGLY-
ADAPTIVE LINEARLY-BOUNDED adversary in the message message-passing model.
We present a general scheme of algorithms and three possible implementations: de-
terministic algorithm based on load-balancing of tasks, a randomized algorithm, and
finally a non-constructive deterministic algorithm.

In Chapter 5 we explore the problem Do-All in the setting of a multiple-access
channel. We develop efficient deterministic algorithms for both the channels with and
without collision detection. We also prove matching lower bounds. Next we develop
a randomized algorithm for the channel without collision detection, and show it to
be provably better than deterministic algorithms in some adversarial models.

The final Chapter 6 contains conclusions.



Chapter 2

Technical preliminaries

2.1 General setting

There are p processors, each with integer unique identifier (UID) in the interval [1..p].
The processor with UID equal to v is denoted by P,. Each processor knows its UID
and the number p.

A computation of each processor proceeds through a sequence of states, during
which it can perform certain operations. Each processor has a start and a halt state.
A processor which is in a halt state is called halted. We do not describe states formally,
they are determined implicitly by the contents of local variables.

Processors are prone to fail-stop failures.

Computations are synchronous and controlled by a global clock. A clock cycle
is called a step. We consider two kinds of steps:

communication: generating and sending messages;

local computation: receiving messages and transforming the state.

Typically a number of steps are grouped together into rounds, each containing com-
munication and local-computation steps, which together perform a logical part of
algorithm.

2.2 The Do-All problem

There are ¢ tasks. The processors need to perform all of them. Each task has a unique
identifier in the interval [1..f]. Each processor knows number ¢ and can perform any
task, given its identifier, during one step of computation.

11
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The following three properties of tasks are assumed:
similarity: each task takes one step to perform;
independence: tasks may be performed in any order;
idempotence: each task may be performed many times and concurrently.

An instance of the problem Do-All is completed when all the tasks are done and when
every operational processors has halted. An algorithm solving the Do-All problem is
said to be reliable if the following two conditions are satisfied:

Correctness: all the tasks are eventually performed, if at least one
processor remains non-faulty;

Termination: all the processors eventually halt, unless failed.

2.3 Models of communication

We consider two underlying models of communication: the message-passing model
and the multiple-access channel.

Message-passing system

In the message-passing model processors communicate by exchanging messages. Each
processor can multicast messages to any subset of processors during one sending
operation.

There is no upper bound on the size of messages. A message sent is delivered
to its recipients by the begining of the next step. We assume that links among the
processors are reliable, in that no messages are lost or corrupted in transit.

We say that communication is atomic if each operation of a multicast by a
processor either delivers the messages to all the recipients or to none in case of a
processor failure during performing the multicast.

Multiple-access channel

This model is a kind of broadcast network, which is related to single-hop radio net-
works. That is why a special terminology is used in this context. The processors in
this setting are usually called stations. We say that a station can hear the informa-
tion it receives from the channel. We assume that a message sent on the channel is
delivered to all the stations, but if many are sent simultaneously then they interfere
with each other and are received as garbled. If a message sent on the channel is heard
by a station then the message is said to be successfully delivered to it. A sufficient
size of a packet to carry a single message in our algorithms is O(logp) bits.
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The multiple-access channel operates according to the following rules. If ex-
actly one station performs a broadcast in a communication step then the message is
successfully delivered to all the stations. If more of them broadcast simultaneously in
a step then mutual collisions happen and no station successfully receives any of these
messages.

It is convenient to use the notion of noise in this context, which should not be
confused with a form of failure sometimes considered in models of communication.
If no messages are sent then we say that the stations receive only background noise,
which is distinct from any meaningful message. If more than one messages are broad-
cast simultaneously in a step then a collision happens, and no station can hear any
of these messages. We consider two models depending on what feedback the stations
receive if a collision happens:

channel without collision detection: each station can hear the background
noise.

channel with collision detection: each station can hear the interference noise,
which is distinct from the background noise.

If the stations attached to the channel do not receive a meaningful message at
a step then there are two possible reasons: either none or more than one messages
were sent. If the ability to distinguish between these two cases by collision detection
is available then the channel is also called to be with a ternary feedback, because of
the three possible events on the channel recorded by the attached stations:

0 : no messages sent,
1 : a meaningful message received,

2+ : a collision signal received.

The numbers in parenthesis denote the number of simultaneous broadcasts.

2.4 Models of failures

Failures are dynamic and occur in the course of executing an algorithm. They may
happen at any time, in particular while performing a communication step or a local-
computation step. Processors fail by crashing. If a processor crashes then it stops
any activity and never restarts. A processor which has not failed yet at a step/round
is said to be operational in this step/round. We distinguish active processors: these
are operational processors that are not in a halt state.
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Failures are generated by adversaries which are personifications of external
forces and conditions affecting patterns of occurrence of failures. An adversary knows
the algorithm against which it competes. Halts do not restrict an adversary since
halted processors are not considered to be faulty. We consider only failure patterns
in which at least one processor remains always operational, otherwise there is no
solution to the Do-All problem. Links are assumed to be reliable.

An adversary is size-bounded if it may fail at most f processors, for a parameter
0 < f < p. We may refer to a size-bounded adversary as f-bounded to make the value
of parameter f explicit. If f is a constant fraction of p then we denote it by (1—c¢) - p,
where 0 < 1 — ¢ < 1. The respective size bounded adversary adversary is then called
a linearly-bounded with constant 1 —c, or simply linearly bounded. In this case at least
cp processors remain operational until the end of computation.

The property of an adversary to be allowed to make decisions online is its
adaptiveness, it usually is restricted by imposed conditions. An adversary is said to
be adaptive with condition C if it may make its decisions online, the only constraint
being that the condition C has to be satisfied in each execution.

We consider the following specific adversaries:

STRONGLY-ADAPTIVE f-BOUNDED: is adaptive with the condition that
at most f processors are failed, where 0 < f < p.
WEAKLY-ADAPTIVE f-BOUNDED: it is adaptive with the following con-
dition, where 0 < f < p:
1) It needs to select f failure-prone processors prior to the start of
an algorithm;

2) It may fail only the selected failure-prone processors in the course
of an algorithm.

We write simply f-BOUNDED for STRONGLY-ADAPTIVE f-BOUNDED.

If f is a constant fraction of p then STRONGLY-ADAPTIVE f-BOUNDED is
called STRONGLY-ADAPTIVE LINEARLY-BOUNDED or simply LINEARLY-BOUNDED.

If f is a constant fraction of p then WEAKLY-ADAPTIVE f-BOUNDED is called
WEAKLY-ADAPTIVE LINEARLY-BOUNDED.

The adversary UNBOUNDED is the same as (STRONGLY-ADAPTIVE) (p — 1)-
BOUNDED.

We require algorithms to be correct against any strategy of the adversary
UNBOUNDED, this property has been formally defined in Section 2.2 as reliability.

Note that there is no difference in power between strongly and weakly-adaptive
size-bounded adversaries when they compete against deterministic algorithms: an
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adversary knows the future behavior of processors and may compare all the possible
scenarios of failures and decide in advance which processors to fail at which steps.

2.5 Complexity measures

We consider the following performance measures of algorithms: work and communi-
cation.

‘Work

In our definition work counts the total number of steps of computation of active
processors, including idling. A processor may seize to contribute to work in two
ways. The first one is voluntary, when it withdraws from the computation towards
completing the given instance of the problem by halting. The other one is forced and
happens when the processor is failed by an adversary.

Work as defined in this way is usually called the available processor steps. It
was first defined and studied by Kanellakis and Shvartsman (see [37]) in the context
of PRAM computations.

Each processor may increases the work by the very fact that it exists and
is available. Our definition of work allows processors to switch to other algorithms
without the necessity to reach agreement about termination or even before all the
tasks have been completed.

Yet another alternative is a task-oriented work in which one counts the num-
ber of performed tasks including multiplicities, that is, each performance of a task
contributes a unit to the measure. This definition of work was assumed in [21]. Such
work allows algorithms to communicate by timeouts for free, which can be used to
have algorithms that are simultaneously work efficient and exponential in time.

Communication

The measure of communication counts the number of point-to-point messages sent
over the network. More precisely, each transfer of information from one processor to
another during a communication step contributes a unit, regardless of the size of the
data transferred. We use this measure only in the message-passing system.

Note that in principle no messages are necessary since each operational pro-
cessor could perform all the tasks itself. Then the work performed would need to be
of order tp, which is usually prohibitively large and is the reason why algorithms try
to trade communication for work. Often work and communication could be consid-
ered as comparable resources. To capture this one can consider effort as a measure
of performance, which is defined to be the sum of work and communication; it was
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proposed in [21].

Remarks

If a processor halts then it is not to be interpreted that it chooses to be idle, but
rather that it disengages itself from the current instance of the problem and makes
itself available to the system to perform other jobs.

Our definition of work or communication is such that they count only contribu-
tions accrued while performing tasks. They do not include pre-processing needed to
distribute the input among the processors and set them to work, nor post-processing
to prepare the system to be fully available for other purposes.



Chapter 3

Weakly adaptive adversaries

In this chapter we consider the problem Do-All in the following setting:

Model of communication: message-passing
Multicast: atomic

Adversaries: weakly- and strongly-adaptive linearly bounded

We emphasize the property ‘weakly-adaptive’ in the title because the main
contribution of this chater is an algorithm which is efficient against the adversary
WEAKLY-ADAPTIVE LINEARLY-BOUNDED.

Let log® be the number of iterations of the log function required to go with
the value of function down to 1. Formally: log¥ z = logz, log! *V z = log(log' ’ z),
and log* z = min [log! )z < 1].

We develop a randomized algorithm RA attaining both the expected work and
communication O(t + p - (1 + log" p — log*(p/t))) against any WEAKLY-ADAPTIVE
LINEARLY-BOUNDED adversary. This result is in contrast with the performance of al-
gorithms against strongly adaptive adversaries, which has to be Q(t+plogt/loglogt)
in terms of work, as shown in Section 3.3. This implies that STRONGLY-ADAPTIVE
LINEARLY-BOUNDED adversary is more powerful than WEAKLY- ADAPTIVE LINEARLY-
BOUNDED one. This also shows that randomized solutions of the problem Do-All are
more efficient than deterministic scheduling strategies against WEAKLY- ADAPTIVE
LINEARLY-BOUNDED adversaries.

Finally we prove that this lower bound is matched by the performance of a
deterministic algorithm.

17
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3.1 Randomi ed algorithm

In this section we develop a randomized algorithm RA solving Do-All and optimized
against any WEAKLY-ADAPTIVE LINEARLY-BOUNDED adversary. It is based on
random coordination and distributed random allocation paradigms.

Coordinators and workers

In the course of an algorithm, processors may be categorized into coordinators and
the remaining ones, referred to as workers. A coordinator maintains this status till
the end of computation, unless it fails, but a processor with the current status of a
worker may later become a coordinator. The job of a coordinator is to repeatedly
collect incoming messages about the progress of work, combine them with their own
knowledge, and send back to all the processors which are not known to have failed yet.
Sending out such a message by a coordinator also serves the purpose of confirming
that this coordinator is still alive. A message sent to every coordinator is called a
report, and a message of a coordinator sent to every processor is a summary.

Phases

The computation proceeds in phases comprised of four consecutive rounds. A phase
may be performed in one of two modes: work or election. Work phase consists of the
following four rounds:

ound 1: performing a task,

ound 2: sending reports, which are then combined by coordinators into
summaries,

ound : sending summaries by coordinators, updating local knowledge,
and deciding on the mode of the next phase,

ound : a pause to synchronize phases.

Each processor, including coordinators, sends a message about the tasks done to every
coordinator that either proclaimed itself a coordinator or confirmed its existence in
the previous phase. If a processor is sure that all the tasks have been completed, then
it halts. If no coordinator is heard during a phase then the remaining operational
processors start an election processor to select new coordinators, this is done by
switching to the election mode. During an election phase, a worker may decide to
be a coordinator, then it proclaims this by broadcasting a suitable message to all the
processors it expects to be operational. More precisely, an election phase consists of
the following rounds:

ound 1: deciding whether to become a coordinator,
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ound 2: sending proclamations by coordinators,

ound : sending reports to the new coordinators, which combine them
into summaries,

ound : sending summaries out; if at least one summary received then
switching to work phase.

ocal knowledge

Each processor P, maintains three lists:

e list of outstanding tasks v
e list of operational processors vs
e list of coordinators v-
The contents of lists » and » are overestimates of the true situation

because if a processor fails then it takes a number of steps for this information to reach
every other processor, similarly if a task is performed. At the start of computation,
each processor P, obtains a list of all the tasks and a list of all the processors, sorts the

lists and initializes » to the list of all the tasks and » to the list of all
the processors. Then P, sets » t0 be empty. Message , that processor
P, sends includes the following data: the identifier v of P,, the coordinator/worker
status of P,, and lists » and -

Each processor P, maintains the following local variables:

OB - v v

The integer variable » 1s initialized to 1. It is increased by replacing the current
value z by 2 - x. Next is the integer variable v, 1t is initial-
ized to a random integer value in the range [1..p], and never changed; the values
of these variables of distinct processors are independent of each other. If inequality
v _ » holds for the first time during a certain phase
then processor P, is said to qualify for a coordinator, after that the processor be-
comes a coordinator. The summary sent by a coordinator in the first phase when
it qualifies for a coordinator is called the proclamation of the coordinator. Another
variable is the Boolean one » which takes one of two values and
The computation starts from the phase.

The algorithm uses two special functions. Function random(p) outputs a
random integer value from interval [1, p|]. Function e ecute switches control into the
procedure given as an argument.
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1) =1

2) _ » := random(p)
3) vi=

4) initialize lists » and v

while not halted do
i v = then e ecute WORK A E
else e ecute LE TION A E

Figure 3.1: Algorithm RA for processor P,.

The overall structure of algorithm RA is described in Figure 3.1.

After initialization of the variables and lists, all the processors repeat four-
round phases in a loop until all of them terminate. In our description of rounds we
always make them to consist of two steps: tep 1 is for communication and tep 2
is for local computations. Phases are either work or election, according to the phase
mode. Figures 3.2 and 3.3 contain detailed descriptions of work and election phases
respectively.

Now we consider correctness of algorithm RA. A phase is productive if it ends
in a work phase. Let local view of processor P, consists of the values of variables
» and v, and lists o5 » and v-

emma 3 1 nan e ecution of RA local views of any two operational processors are
the same at the end of a productive phase

Proo : Induction on the number of phases. A phase is productive if at least one
coordinator sent its summaries. They have been received by all the processors by the
inductive assumption and the reliability of multicast. The summaries were based on
the same set of reports, by the same argument, hence updates of local lists of tasks,

processors and coordinators produced the same result. The value of variable v
depends on list »- 1t follows that all the processors simultaneously
perform either work or election phases. Variable » 18 increased simultaneously

by all the processors during election phases.
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OUND
tep 1: pause
tep 2:
e perform a task: if the size of list » 1s at least as large as
the size of list » then choose task  such that the
rank of in » is equal to the rank of P, in v
else select a random task from v
e remove from v
OUND
tep 1: send report , to every processor on list v

tep 2: if P, is not a coordinator then pause in this step else do the following:

e receive all the reports

e remove any item from list » that is not included in some
list contained in message just received
e remove any item P on list » such that no report of

processor P was received

OUND

tep 1: if P, is a coordinator then send the summary , to all the processors

on list v
tep 2:

e receive all the summaries

e update lists » and » similarly as in Round 2

e update list 0+ for any item P on this list, if no
summary received from it in Round 2 then remove P from both
lists » and v

o if list » 1s empty then switch the phase to

o if list » 18 empty then halt

OUND  pause for the whole round

Figure 3.2: WORK A E of algorithm RA for processor P,.
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OUND
tep 1: pause
tep 2:
e increase v
e check if the test to qualify for a coordinator is passed
OUND
tep 1: if test passed then send proclamation , in to every processor on list
v
tep 2:
e receive all the proclamations
e add P to list » for each proclamation re-
ceived
OUND
tep 1: if list » 18 nonempty then send report , to every co-
ordinator on it
tep 2: if P, is a new coordinator then do the following:
e receive reports
e update lists » and v
OUND

tep 1:

tep 2:

if P, is a coordinator then send summary , to all the processors on
list v

e receive all the summaries

e if at least one summary received then update three lists vs
» and »
o if list » nonempty then switch to phase

Figure 3.3: LE TION A E of algorithm RA for processor P,.
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emma 3 2 Algorithm RA terminates after at most t + p + 2logp phases

Proo : The number of election phases is at most log(1 — ¢)p because, by Lemma 3.1,
the contents of variables are simultaneously increased during each such a phase.
Each work phase that is not productive precedes an election phase, hence the number
of such phases is not larger than the number of election phases. It is enough to count
the productive phases. Observe that during such a phase each processor P, either
removes a task from » or adds a processor to ». Namely, if it is a
work phase, then each processor performs a task and removes it from its list of tasks,
at the end of this phase all the processors have removed the task from their lists of
tasks by Lemma 3.1. If this is an election phase then new coordinators are added to
»- It follows that the number of such phases is at most ¢ + p.

Theorem 3 3 Algorithm RA 1is reliable and solves Do-All

Proo: By Lemma 3.2, algorithm RA terminates. Processor P, terminates if list
» is empty. Processor P, has removed a task from this list either if it performed
it itself or received information in a summary that it had been performed.

3.2 nalysis of algorithm

Algorithm RA operates by processors selecting randomly tasks to be performed during
computation. This can be modeled by the following process:

Clearin urns with n  alls:

At the start there are empty urns. A step begins with a random place-
ment of n balls in the given set of urns. Then the urns containing at least
one ball are removed. Such steps are iterated until no urn remains.

emma 3 4 he process of clearing urns with n balls forn terminates within
n
log*n —log™ — + O(1)
steps with the probability at least 1 — ™  for su ciently large number n

Proo : If k£ balls are randomly placed in  urns then the expected number of empty
urns is

-1 1 -
A

IN
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First consider the case = n. Let be the random variable equal to the number
of empty urns after step i. We may assume that the balls in a step are placed one
by one. Let be the number of empty urns after the k-th ball has been put in a
random urn during step 1.

We consider the expectancies

= [ IR 1].

Then the sequence is a martingale (cf. [31]). Adding one ball changes the
number of empty urns by at most 1, hence 41— < 1. This allows to use the
method of bounded differences (cf. [51]), and to estimate probabilities of deviations
by the Azuma inequality, which takes the form

[ — [ ] 2] <exp(—2%/2n), (3.1)
because = = . This inequality holds for any number of urns used in step i.
Let (+1) = , where ) = _ We have [ ;] < n/ . Then by (3.1)

inequality
n
[ 1>—+ean] < "

holds for each sufficiently small ¢; > 0 and some corresponding ; > 0. Let event
hold iff ; < 2 4 €n. Then

n

[ 2 1]§n( 1+€1)€Xp —m

n
. @7

with ¢ 0. Let event  hold iff 5 < n/ . Then
[— 2 1] < o
for a certain 9 > 0. The case of 3 is similar to 5, namely

[ 5 1 o] <n/(®O).
Let 3holdiff 3 <mn/ . We can estimate the probability similarly as before:
- 3 1 o] <exp —n/2( @)
This leads to a generalization: define to hold iff < mn/ () and
= [- Lo .

Then the following inequalities hold:

[ 1 1]SW
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and
-n
< exp W
Partition the process of clearing urns into two stages. Let the first stage terminate if
the number of empty urns is less than n/logn. If k < log*x then () < logz. We
estimate the probability that the first stage terminates within log*n — 1 steps. Let

= log® n. The probability that all events  hold, for 3 <i < =log"n, is at least
(1-— )=expln (1- )
3 3
= exp In(1— )
3

eXp(_2 ) ;
3

for < 1/2. Also

< exp(-n/2( V))
< exp(—n/2log n) ,

for 3 <i < . Hence

<log*n -exp(—n/2log n) .
3

We need to estimate [ | |- This number is at least

log n

log* n

_ n _ n _9. * 0 n/2log n\ _ 1 _ VYo 't
1 1 2" exp(—2-log"n )=1 T2log

This is an estimation of the probability that the first stage is completed within log* n—
1 steps.

In stage two, the first step is of placing n balls into n/logn urns. Let  be a
random variable equal to the number of empty urns after this step, then

[ ]

— n logn
logn

=0(1/logn) .
From the Azuma inequality:

[ =[] Vn]<exp(-?/2).

For = n!/ , with probability O( ™) there are @(n* ) empty urns. Consider the
next step of the second stage: the probability that a specific urn is empty is

n¥ —1

o =0( " ).
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With probability O(n* - ™ ) there is an empty urn after that step.

Thus the overall probability that after at most 1 + log" n steps there is no
empty urn is at least

n

1-0 log"n-exp — — O(exp(—v/n)) —Om¥ -exp(-n')) 1- " |

2log n
for sufficiently large n.

Finally consider the case < n. We need to count the number of steps needed
to have at most n/logn empty urns. During each of these steps we estimate the
conditional expected number of the remaining urns by number of the form

CnO°
which is less than n/logn for
* * n
k =1log"n —log" —+ O(1) .

The rest of the proof is the same as in the case n =

The next two theorems state in quantitative terms the fact that algorithm RA
is very efficient against WEAKLY-ADAPTIVE LINEARLY-BOUNDED adversaries with
any constant 1 — ¢, where 0 <1 —¢ < 1.

Theorem 3 5 Algorithm RA solves Do-All with work
O(t+p-(1+log"p—log" g))

against any WEAKLY-ADAPTIVE LINEARLY-BOUNDED adversary

Proo : First consider the productive work phases. If during a phase the number
of outstanding tasks is not smaller than the number of operational processors, then
each task is performed by at most one processor, which is assigned to the task in
a deterministic way. The total amount of work performed in this fashion is O(t).
Now consider the phases when processors select tasks randomly. The number of
operational processors is at least cp during each step. The process of diminishing the
outstanding tasks is modeled by the process of clearing O(p) urns with ©(p) balls.
Hence the work performed is

) LD
O(p(1 + log" p — log ;))

by Lemma 3.4.
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Next we estimate the number of election phases, which also gives a bound on
the number of unproductive work phases. Let  be the minimum value of v
for all the processors P, that never fail. There are at least ¢p of such processors, and
the following estimation holds:

IN
—_
—
e

Hence the expected number of election phases is O(1) and the expected work during
such phases and the unproductive work phases is O(p).

Theorem 3 6 he e pected number of messages sent while RA is e ecuted against
any WEAKLY-ADAPTIVE LINEARLY-BOUNDED adversary is

(’)(t—i—p-(l—i—log*p—log*%)).

Proo: Let be the minimum value of variable » for all the processors P, that
never fail. Let  be the number of processors P such that inequality <2
holds, where 7 is the integer satisfying 2 ' < < 2. Number | ]is the expected
number of coordinators in the course of algorithm. The expected number of phases
is

t
o(1 —i—;—i—log*p—log* %) )
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The expected number of messages sent during a phase is O(p- [ ]). We estimate
[ ] as follows:
P
[ 1= [ =i [ =1
1
1+logp
< 2 2 '< <2]
1
1+logp 9 1,
< 2 1-2_
1 p
1+logp
< 2 exp —c2 !
1
1
<- k
-2
1
=0(1) .

Straightforward calculations complete the proof.

3.3 ower bound

W c fic STRONGLY-ADAPTIVE LINEARLY-
BOUNDED C C . P
C 1 p = p. t
7 t =1 < <
a C
ULE 1+ > C
ULE 1+ <
C C q +1
N C c
C C
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